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Overview

Talk goal: to give an overview of the challenges and op-
portunities for probabilistic programming languages.

1. Introduction and overview of probabilistic programming
languages (PPLs): programming languages with probabilistic
semantics

2. Roulette: deep dive into a particular PPL’s implementation

3. Symbolic sets: a semantic framework for PPLs (presented by
John M. Li)
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Where does probability come from?

• Abstraction: a tool to abstract a complex computational
situation. Physics, the weather, human behavior, etc.

• Algorithmic tool: a technique to design software with
desirable properties. Cryptography, fair scheduling, etc.

• Reasoning framework: it is an epistemic framework for
acquiring and composing together new information.
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Two arguments for probabilistic programming languages

Programming Languages

1. It is useful to verify programs.

2. Many kinds of programs have
inherent probabilistic uncertainty.

3. We need programming languages
with probabilistic semantics to
give a semantics to these
programs.

Artificial Intelligence

1. We want to create agents that
reason rationally about the world.

2. To do this, we need a language
for describing the world to a
computer.

3. The world is too complicated to
describe without probabilities.

4. We need programming languages
with probabilistic semantics.

Tony Hoare Judea Pearl
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What are probabilistic programming languages (PPLs)?

Programs that denote probability distributions.

> (flip 1/3)
Value Probability
#t 1/3
#f 2/3

• Programming in
Roulette [29]

• (flip 0.4) introduces
randomness, #t with
probability 0.4 and #f with
probability 0.6.

• Outputs a probability mass
function (PMF), associates
values to probabilities

4



Programming with probabilities: network reachability

Goal: Compute probability an
incoming packet reaches R4:

• Packet forwards from R1
uniformly at random

• Each edge fails with the
annotated probability

5



Programming with probabilities: network reachability

> (if (flip 0.5) ; if true, forward to R2
(and (flip 0.96) (flip 0.99))
(and (flip 0.92) (flip 0.98)))

(pmf | #t 7→ 0.926 | #f 7→ 0.074)

6



Programming with probabilities: network diagnosis

Now suppose we want to perform
network diagnosis.
We observe a packet does not
successfully reach R4. What is the
probability that the R1 – R4 link failed?

7



Programming with probabilities: network diagnosis

> (define r1->r2 (flip 0.96))
> (define reaches (if (flip 0.5) ; if true, forward to R2

(and r1->r2 (flip 0.99))
(and (flip 0.92) (flip 0.98))))

> (observe! (not reaches))
> r1->r2
(pmf | #t 7→ 0.703135 | #f 7→ 0.296865)

Called Bayesian condition-

ing.
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Some applications of PPLs, real and imagined

• Teaching probability

• Network verification [12, 35]

• Medical diagnosis

• Scientific discovery

• Differential privacy [31, 3, 9]

• Fraud detection

• Verifying cryptography

• Randomized algorithms

• (Verified) machine learning

• Markov decision
processes [19]

• Pharmaceuticals
research [30]

• Social sciences [14]

• Content generation for
games [28]

• ...

There is high demand for

effective PPLs!

9



TinyPPL: Syntax

A monadic probabilistic programming language with
Booleans [13, 32]

e ::= flip θ | x | x ← e; e | if e then e else e | pure e | T | F
τ ::= Dist Bool | Bool

Γ ⊢ flip θ : Dist Bool

Γ ⊢ e : Bool

Γ ⊢ pure e : Dist Bool

Γ ⊢ e1 : Dist Bool Γ[x : τ ] ⊢ e2 : τ2

Γ ⊢ x ← e1; e2 : τ2

Γ ⊢ eg : Bool Γ ⊢ e1 : τ Γ ⊢ e2 : τ

Γ ⊢ if eg then e1 else e2 : τ
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TinyPPL: Semantics of terms

• Semantics of flip is a Bernoulli probability distribution:

Jflip θK = v 7→

θ if v = ⊤

1− θ if v = ⊥

• Semantics of bind sums over intermediate probability:

Jx ← e1; e2K = v ′ 7→
∑
v

Je1K(v)× Je2[v/x ]K(v ′)
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PPL Semantics More Broadly

• Introduced by Kozen [23]
• Adding continuous random variables requires measure

theory [36, 8]
• Conditioning becomes very challenging [34, 24]!

• Adding loops introduces interesting notions of
non-termination:

• Sure termination: terminates in finitely-many steps on all
inputs

• Almost-sure termination: a measure-zero path might exist, but
all non-measure-zero paths terminate in finitely-many
steps [21]

• Adding loops introduces interesting notions of non-termination:
• Adding loops introduces interesting notions of non-termination:
• Adding continuous random variables and higher-order

functions causes interesting challenges! See Heunen et al. [16]
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A central challenge: scalability

• Given a Boolean formula φ, the #SAT problem asks: how
many solutions to φ are there?

• Ex: #SAT(A ∨ B) = 3

• Problems that are as hard as #SAT are called #P-hard;
widely believed to be much harder than SAT [20]

13



A central challenge: scalability

• Given a Boolean formula φ, the #SAT problem asks: how
many solutions to φ are there?

• Ex: #SAT(A ∨ B) = 3

• Problems that are as hard as #SAT are called #P-hard;
widely believed to be much harder than SAT [20]

13



A central challenge: scalability

• Given a Boolean formula φ, the #SAT problem asks: how
many solutions to φ are there?

• Ex: #SAT(A ∨ B) = 3

• Problems that are as hard as #SAT are called #P-hard;
widely believed to be much harder than SAT [20]

13



A central challenge: scalability

• Given a Boolean formula φ, the #SAT problem asks: how
many solutions to φ are there?

• Ex: #SAT(A ∨ B) = 3

• Problems that are as hard as #SAT are called #P-hard;
widely believed to be much harder than SAT [20]

13



A central challenge: scalability

• Probabilistic inference (evaluating semantics) can solve
#SAT, is therefore #P-hard.

• Simple reduction:

A ← flip 1/2;
B ← flip 1/2;
pure (A ∨ B)

• Multiple output probability by 4 to get the number of
satisfying assignments to A ∨ B

14
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Scaling PPLs Up: Inference

Hope: Inference is worst-case intractable, but it is not
always intractable: real programs have structure.

1. Identify classes of programs for which inference is tractable.
• Type systems, static analysis, programmer discipline, etc.

2. Develop inference algorithms that exploit this tractability.

3. Develop systems that deploy the correct inference algorithm to
problems with the right kinds of structure.

15



Scaling Inference:
Design and Implementation of Roulette



Inference landscape: Direct Sampling

• Also simple idea: when you encounter a flip, sample a value
from the Bernoulli probability distribution. Run program many
times, take average

• Answers are now approximate. Scales better (sometimes!),
weaker guarantees

• There are many more sophisticated approaches to approximate
inference that go beyond sampling to scale better:

• Markov-Chain Monte Carlo is very popular [6, 33]
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Tractability–Expressivity Tradeoff

Expressive Language Tractable Language

• Inference is
undecidable

• Continuous
distributions

• General recursion

• ... other features

• Middle-ground:
decidable
inference, but
high complexity

• Sure termination

• Typically discrete

• ... more?

• Tractable
probabilistic models
(TPMs): Inference
is polytime in size.

• Highly restrictive:
an assembly
language (looks like
ANF)

• Examples: binary
decision diagrams
(BDDs), generating
functions, ...
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Approach: Inference-via-Compilation

High-level PPL Tractable PPL

• Separate inference implementation from language design
• High-level language has ergonomic features, pleasant to

program in
• Target language captures problem-specific structure
• Compiler may be expensive, inference cost is amortized

• Develop new tractable target languages that enable new
higher-level language features

• Increasing number of examples: Dice [18, 11], ProbLog [10],
SPPL [10], generating functions [22], Pluck [5], and
more [26, 15, 39]

18
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Roulette: an expressive, exact, and efficient PPL

Probabilistic Subset of Racket
• Discrete random variables

• General recursion (sure
termination)

• Macros

• Mutable state

• General datatypes (recursive,
higher-order, ...)

• Interop with Racket

Tractable PPL
Knowledge compi-
lation

• High-performance exact inference: essentially as fast as
state-of-the-art exact inference for Bayesian networks

• Based on Rosette [38], implemented as a #lang

19
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Roulette by Example: Symbolic Unions

Step 1: Run a Roulette program under abstract semantics ( ⇚ )

to a symbolic union and weight map.

(define f1 (flip 0.4))
(define f2 (flip 0.7))
(or f1 f2)

⇚

[
f1∨ f2 : #t,¬(f1∨ f2) : #f

]
Literal ℓ w(ℓ)

f1 0.4
¬f1 0.6
f2 0.7
¬f2 0.3

• A symbolic union is a list of Racket values guarded by logical
formulae [38].

• Racket operations are lifted to operate on symbolic unions.
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Roulette by Example: Symbolic Unions

Another example:

(define x0 (flip 0.5))
(define x1 (flip 0.5))
(+ (if x0 2 3)

(if x1 3 4))
⇚

[
x0 ∧ x1 : 5,

(¬x0 ∧ x1) ∨ (x0 ∧ ¬x1) : 6,

(¬x0 ∧ ¬x1) : 7
]

Literal ℓ w(ℓ)

x1 0.5
¬x1 0.5
x2 0.5
¬x2 0.5
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Roulette by Example: Symbolic Unions
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Snippet of full abstract semantics

ρ̂ ⊢ (e, σ̂,w) ⇚ (v̂ , σ̂
′,w ′, ψ)

• In (abstract) environment ρ̂

• The program e with store σ̂ and weight map w

• Runs to value v̂ , new store σ̂′, new weight map w ′, and
asserting formula ψ (for conditioning)
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Computing probabilities

• The weight of a model w(m) is the product of the weights of
each literal in the model: w(m) =

∏
ℓ∈m w(ℓ)

• The weighted model count WMC(φ,w) is the weighted sum of
the models of φ:

WMC(φ,w) =
∑
m|=φ

w(m)

24
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Computing probabilities

Theorem 5.1, very informal: weighted model counting of the
symbolic union computes the correct probabilities.

(define f1 (flip 0.4))
(define f2 (flip 0.7))
(or f1 f2)

⇚

[
f1∨ f2 : #t,¬(f1∨ f2) : #f

]
Literal ℓ w(ℓ)

f1 0.4
¬f1 0.6
f2 0.7
¬f2 0.3

To compute the probability that the program evaluates to #t,
compute the WMC of the guard for that value:

WMC(f1 ∨ f2) = 0.4× 0.7 + 0.4× 0.3 + 0.6× 0.7 = 0.82
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Scalable inference

• We’ve reduced Roulette inference to performing WMC

• Now we can deploy specialized weighted model counting tools!

• Rich catalog of tools for this, similar to SAT!

Historical context: inference via weighted

model counting is a state-of-the-art ap-

proach for exact inference in discrete

Bayesian networks, goes back to Chavira

and Darwiche [7]
26



Knowledge compilation

• Step 2: compile formulae to binary decision diagrams
(BDDs), which support linear-time weighted model counting

[
x0 ∧ x1 : 5,

(¬x0 ∧ x1) ∨ (x0 ∧ ¬x1) : 6,

(¬x0 ∧ ¬x1) : 7
]

Literal ℓ w(ℓ)

x1 0.5
¬x1 0.5
x2 0.5
¬x2 0.5

⇝

Compile
guard
for 6

The RSDD knowledge com-

pilation library: https:

//github.com/neuppl/rsdd

27
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Scaling PPLs Up: Deductive Reasoning

• Sometimes (often?) automated inference can’t scale! What do
we do then?

• Need proof rules to reason about program’s behavior
deductively (manually).

• Eventually, this can interact with automated inference

28
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Probabilistic Separation Logics (a taste)

Hope: Probabilistic programs have modular structure for
decomposing reasoning into sub-programs.

• Idea: generalize separation logic to probabilities! [4]

• Our approach: Lilac, a measure-theoretic separation logic for
probability [24]

(define x (flip 0.5))
{x ∼ bern 0.5}

(define y (flip 0.5))
{x ∼ bern 0.5 ∗ y ∼ bern 0.5}

• Separating conjunction (∗) denotes separation of probability
spaces, implies probabilistic independence

29
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An explosion of probabilistic separation logics

• Probability as a resource: PSL [4], Lilac [24], Bluebell [2],
BaSL [17]

• Iris-family probabilistic separation logics: Eris [25, 1],
Amaryllis [27], Polaris [37]

• Outcome logics [41, 40]

30
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Symbolic sets
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How I got into Roulette

Me in 2024 31



How I got into Roulette

Me in 2024

{⊤} x ← flip 1
2 ; y ← flip 1

2
{x ∼ Ber 1

2 ∗ y ∼ Ber 1
2}

Sch ≃ Nom

31



How I got into Roulette

Me in 2024

(define my-list ’(1 2 3))
(define (add1-randomly l)

(map (lambda (x) (if (flip 0.5) x (+ x 1))) l))
(define (sum-list l)

(foldr (lambda (x acc) (+ x acc)) 0 l))
(equal? (modulo (sum-list (add1-randomly my-list)) 2)

0)

31
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How I got into Roulette

Me in 2024

(define my-list ’(1 2 3))
(define (add1-randomly l)

(map (lambda (x) (if (flip 0.5) x (+ x 1))) l))
(define (sum-list l)

(foldr (lambda (x acc) (+ x acc)) 0 l))
(equal? (modulo (sum-list (add1-randomly my-list)) 2)

0)

e ::= x | true | false | (e, e) | fst e | snd e | ¬e | e ∧ e

| flip θ | observe e | let x = e in e | if e then e else e | f (e)

Dice (2020)
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Roadmap for this talk

Operational questions:

• How does Roulette reduce inference to WMC?

• How does Roulette keep this reduction efficient?

Denotational questions:

• What is the relationship betweeen Roulette and traditional
probability theory?

• What other Roulette-like inference strategies are possible?

32



Insights from operational semantics

• Probabilistic inference, like symbolic execution, simulates all
possible paths through a program.

• State merging is essential for controlling the number of paths.

• Type-directed state merging, à la Rosette, helps keep symbolic
values small.

Growing Solver-Aided Languages with Rosette (Onward! 2013)

33



Exact inference as symbolic execution

(define x1 (flip 1/2))
(define x2 (flip 1/2))
...
(define x100 (flip 1/2))
(if (and x1 x2 ... x100) 0 1)

α1 ∧ · · · ∧ α100

0 1

Result: [α1 ∧ · · · ∧ α100 : 0, ¬(α1 ∧ · · · ∧ α100) : 1]

Pr[0] = WMC(α1 ∧ · · · ∧ α100) Pr[1] = WMC(¬(α1 ∧ · · · ∧ α100))

Reliability Analysis in Symbolic PathFinder (ICSE 2013)
Symbolic Execution for Randomized Programs (OOPSLA 2022)
Symbolic Semantics for Probabilistic Programs (QEST 2023)
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The perils of naive symbolic execution

(define (walk n p)
(if (= n 0)

p
(walk (sub1 n) (+ p (if (flip 1/2) 1 -1))))

[. . . , α1 ∧ ¬α2 ∧ α5 : 1, . . .]

Number of paths grows exponentially in n
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α1

α2 α3

α4 α5 α6 α7

3 1 1 −1 1 −1 −1 −3

[. . . , α1 ∧ ¬α2 ∧ α5 : 1, . . .]

Number of paths grows exponentially in n
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State merging to the rescue

(define (walk n p)
(if (= n 0)

p
(walk (sub1 n) (+ p (if (flip 1/2) 1 -1))))

(walk 3 0)

Run time is quadratic in n rather than exponential
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Typed state merging keeps values small

Symbolic representation varies by type:

> (define x (flip 1/2))
> (define y (flip 1/2))
> (if x y #t)
(|| (! x$0) x$1)

> (if x (cons #t #f) (cons #t #t))
(cons #t (! x$0))

> (if x (lambda (b) b) (lambda (b) (not b)))
#<procedure>
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From operational to denotational semantics

Operational semantics is good at explaining how Roulette is
implemented and what helps it scale. But it is less good at
answering questions like:

• How do symbolic values represent probabilistic objects?

• What optimizations and heuristics from traditional symbolic
execution remain sound in the probabilistic setting?

For these we turn to denotational semantics.
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Insights from denotational semantics

• Roulette implements a “symbolic probability theory” that lifts
ordinary programs to operate on random variables.

• Making this precise provides a framework for building,
verifying, and optimizing Roulette-like inference engines.
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Roulette as a symbolic probability theory

Roulette Probability theory
(define x (flip 1/2)) X ∼ Ber 1/2
(define y (flip 1/2)) Y ∼ Ber 1/2
(and x y) X ∧ Y

(query (and x y)) = 1/4 Pr[X ∧ Y ] = 1/4
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Roulette Probability theory
(define x (flip 1/2)) X ∼ Ber 1/2
(define y (flip 1/2)) Y ∼ Ber 1/2
(and x y) X ∧ Y

(query (and x y)) = 1/4 Pr[X ∧ Y ] = 1/4

Roulette programs transform random variables
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Roulette as a symbolic probability theory

The probabilistic semantics RJ−K lifts the ordinary semantics J−K
to operate on random variables:

• For types, want RJAK ∼= (Ω→ JAK), where Ω = the set of
weighted models of Boolean formulae

• For terms, want RJMK : RJΓK→ RJAK to simulate
JMK : JΓK→ JAK:

RJΓK RJAK

(Ω→ JΓK) (Ω→ JAK)

RJMK

lift JMK

∼= ∼=
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(Ω→ JΓK) (Ω→ JAK)

RJMK
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∼= ∼=

Recall: WMC(φ,w) =
∑

m|=φ w(m)

Contextual Equivalence for Probabilistic Programs with Continuous Random
Variables and Scoring (ESOP 2017)
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Getting formal: a tiny PPL

A,B ::= Bool | A× B | A+ B

M,N ::= x | let x = M inN

| true | false | M && N | !M
| (M,N) | fstM | sndM
| inlM | inrM | case(M, x .N, y .O)

To start, let’s just look at pure straight-line programs.
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Getting formal: a tiny PPL

A,B ::= Bool | A× B | A+ B

M,N ::= x | let x = M inN

| true | false | M && N | !M
| (M,N) | fstM | sndM
| inlM | inrM | case(M, x .N, y .O)

To start, let’s just look at pure straight-line programs.

Case analysis requires typed state merging
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Ordinary semantics of TinyPPL

TinyPPL can be given a standard set-theoretic semantics:

JBoolK = {0, 1}
JA× BK = JAK× JBK

JΓK = ((x : A) ∈ Γ)→ JAK

JΓ ⊢ M : AK : JΓK→ JAK

JxK(γ) = γ(x)

Jlet x = M inNK(γ) = JNK(γ[x 7→ JMK(γ)])

JtrueK(γ) = 1

JfalseK(γ) = 0

JM && NK(γ) = JMK(γ) ∧ JNK(γ)

J!MK(γ) = 1− JMK(γ)

J(M,N)K(γ) = (JMK(γ), JNK(γ))

JfstMK(γ) = π1(JMK(γ))

JsndMK(γ) = π2(JMK(γ))
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Probabilistic semantics of TinyPPL

RJBoolK = Ω→ JBoolK

RJA× BK = Ω→ JA× BK

The interpretation of terms can be calculated in the same way:

RJxK(γ) = γ(x)

RJlet x = M inNK(γ) = RJNK(γ[x 7→ RJMK(γ)])

RJtrueK(γ) = Ω

RJfalseK(γ) = ∅

RJM && NK(γ) = RJMK(γ) ∩RJNK(γ)

RJ!MK(γ) = Ω \ RJMK(γ)

RJ(M,N)K(γ) = (RJMK(γ),RJNK(γ))

RJfstMK(γ) = π1(RJMK(γ))

RJsndMK(γ) = π2(RJMK(γ))

44



Probabilistic semantics of TinyPPL

RJAK = Ω→ JAK

The interpretation of terms can be calculated in the same way:

RJxK(γ) = γ(x)

RJlet x = M inNK(γ) = RJNK(γ[x 7→ RJMK(γ)])

RJtrueK(γ) = Ω

RJfalseK(γ) = ∅

RJM && NK(γ) = RJMK(γ) ∩RJNK(γ)

RJ!MK(γ) = Ω \ RJMK(γ)

RJ(M,N)K(γ) = (RJMK(γ),RJNK(γ))

RJfstMK(γ) = π1(RJMK(γ))

RJsndMK(γ) = π2(RJMK(γ))

44



Probabilistic semantics of TinyPPL

RJBoolK = Ω→ JBoolK

RJA× BK = Ω→ JA× BK

The interpretation of terms can be calculated in the same way:

RJxK(γ) = γ(x)

RJlet x = M inNK(γ) = RJNK(γ[x 7→ RJMK(γ)])

RJtrueK(γ) = Ω

RJfalseK(γ) = ∅

RJM && NK(γ) = RJMK(γ) ∩RJNK(γ)

RJ!MK(γ) = Ω \ RJMK(γ)

RJ(M,N)K(γ) = (RJMK(γ),RJNK(γ))

RJfstMK(γ) = π1(RJMK(γ))

RJsndMK(γ) = π2(RJMK(γ))

44



Probabilistic semantics of TinyPPL

RJBoolK = Ω→ {0, 1}
RJA× BK = Ω→ JA× BK

The interpretation of terms can be calculated in the same way:

RJxK(γ) = γ(x)

RJlet x = M inNK(γ) = RJNK(γ[x 7→ RJMK(γ)])

RJtrueK(γ) = Ω

RJfalseK(γ) = ∅

RJM && NK(γ) = RJMK(γ) ∩RJNK(γ)

RJ!MK(γ) = Ω \ RJMK(γ)

RJ(M,N)K(γ) = (RJMK(γ),RJNK(γ))

RJfstMK(γ) = π1(RJMK(γ))

RJsndMK(γ) = π2(RJMK(γ))

44



Probabilistic semantics of TinyPPL

RJBoolK = {E | E ⊆ Ω}
RJA× BK = Ω→ JA× BK

The interpretation of terms can be calculated in the same way:

RJxK(γ) = γ(x)

RJlet x = M inNK(γ) = RJNK(γ[x 7→ RJMK(γ)])

RJtrueK(γ) = Ω

RJfalseK(γ) = ∅

RJM && NK(γ) = RJMK(γ) ∩RJNK(γ)

RJ!MK(γ) = Ω \ RJMK(γ)

RJ(M,N)K(γ) = (RJMK(γ),RJNK(γ))

RJfstMK(γ) = π1(RJMK(γ))

RJsndMK(γ) = π2(RJMK(γ))

44



Probabilistic semantics of TinyPPL

RJBoolK = {E | E ⊆ Ω}
RJA× BK = Ω→ JA× BK

The interpretation of terms can be calculated in the same way:

RJxK(γ) = γ(x)

RJlet x = M inNK(γ) = RJNK(γ[x 7→ RJMK(γ)])

RJtrueK(γ) = Ω

RJfalseK(γ) = ∅

RJM && NK(γ) = RJMK(γ) ∩RJNK(γ)

RJ!MK(γ) = Ω \ RJMK(γ)

RJ(M,N)K(γ) = (RJMK(γ),RJNK(γ))

RJfstMK(γ) = π1(RJMK(γ))

RJsndMK(γ) = π2(RJMK(γ))

Recall:
> (if x y #t)
(|| (! x$0) x$1)
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Boolean operations lift to
logical connectives
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Probabilistic semantics of TinyPPL

RJBoolK = {E | E ⊆ Ω}
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The interpretation of terms can be calculated in the same way:
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Probabilistic semantics of TinyPPL

The following hold by construction:

1. For all types A, have RJAK ∼= (Ω→ JAK)

2. For all programs M, have

RJΓK RJAK

(Ω→ JΓK) (Ω→ JAK)

RJMK

lift JMK

∼= ∼=

45
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Extending TinyPPL with branching

A,B ::= Bool | A× B | A+ B

M,N ::= x | let x = M inN

| true | false | M && N | !M
| (M,N) | fstM | sndM
| inlM | inrM | case(M, x .N, y .O)

46



Extending TinyPPL with branching

Let’s try to calculate RJA+ BK as before:

RJBoolK = {E | E ⊆ Ω}
RJA× BK = RJAK×RJBK

RJA+ BK = Ω→ JA+ BK

̸= (Ω→ JAK) + (Ω→ JBK)

By construction, have RJAKE ∼= (E → JAK) for all types A and
events E ⊆ Ω.
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symbolic union [F : inlX ,G : inrY ].
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Extending TinyPPL with branching

The interpretation of terms becomes similarly indexed:

RJΓ ⊢ M : AKE : RJΓKE → RJAKE

RJinlM : A+ BKE (γ) = (E ,∅,RJMKE ,∅B)

RJinrM : A+ BKE (γ) = (∅,E ,∅A,RJMKE )

RJcase(M, x .N, y .O) : CKE (γ) =

let (F ,G ,X ,Y ) = RJMKE (γ) in

RJNKF (γ|F ,X ) ⊔C RJOKG (γ|G ,Y )
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Every type comes with an empty element:

∅A : RJAK∅

∅Bool = ∅

∅A×B = (∅A,∅B)
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RJNKF (γ|F ,X ) ⊔C RJOKG (γ|G ,Y )

Every type comes with a restriction operation:

X |BoolE = X ∩ E

(x , y)|A×B
E = (x |AE , y |BE )

(F ,G , x , y)|A+B
E = (F ∩ E ,G ∩ E , x |AE , y |BE )
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Every type comes with a merge operation:

X ⊔Bool Y = X ∪ Y

(a, b) ⊔A×B (a′, b′) = (a ⊔A a′, b ⊔B b′)

(F ,G , a, b) ⊔A+B (F ′,G ′, a′, b′) = (F ∪ F ′,G ∪ G ′, a ⊔A a′, b ⊔B b′)
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Extending TinyPPL with branching

The following hold by construction:

1. Across the isomorphism RJAKE ∼= (E → JAK),

• (−)|A(−) corresponds to function restriction;
• ∅A corresponds to the empty function ∅→ JAK;
• ⊔A corresponds to unioning of functions with disjoint

domain.

2. For all programs M and E ⊆ Ω, have:

RJΓKE RJAKE

(E → JΓK) (E → JAK)

RJMKE

lift JMK

∼= ∼=

49
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TinyPPL as a metalanguage for symbolic semantics

Example: assertions in Roulette.

ρ̂ ⊢ (e, σ̂) ⇚ (v̂ , σ̂
′, ψ)

(weight maps elided)

Assert
ρ̂(x) = [φ1 : true, φ2 : false]

ρ̂ ⊢ ((assert x), σ̂) ⇚ ((void), σ̂, φ1)

Let
ρ̂ ⊢ (e1, σ̂) ⇚ (v̂1, σ̂1, ψ1) ρ̂[x 7→ v̂1] ⊢ (e2, σ̂1) ⇚ (v̂2, σ̂2, ψ2)

ρ̂ ⊢ ((let ([x e1]) e2), σ̂) ⇚ (v̂2, σ̂2, ψ1 ∧ ψ2)

If
ρ̂(x) = [φ1 : true, φ2 : false]

ρ̂ ⊢ (e1, σ̂) ⇚ (v̂1, σ̂1, ψ1) ρ̂ ⊢ (e2, σ̂) ⇚ (v̂2, σ̂2, ψ2)

ρ̂ ⊢ ((if x e1 e2), σ̂) ⇚ ([φ1 : v̂1, φ2 : v̂2], [φ1 : σ̂1, φ2 : σ̂2], (φ1 ∧ ψ1) ∨ (φ2 ∧ ψ2))
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TinyPPL as a metalanguage for symbolic semantics
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TinyPPL as a metalanguage for symbolic semantics

Idea: assert(M) ≡ if M then pure() else fail().

There is a standard monadic model of failure:

MaybeA = A+ Unit

return(M) = inlM

bind(M, x .N) = case(M, x .N, u. inr u)

assert : Bool→ Maybe Unit

assert(M) = if M then inl() else inr()

To get a symbolic semantics of assertions, simply interpret the
above code under RJ−K!
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TinyPPL as a metalanguage for symbolic semantics

RJMaybeAKE = RJA+ UnitKE

=
∑

E=F+G RJAKF ×RJUnitKG
=

∑
E=F+G RJAKF × 1

=
∑

F⊆E RJAKF
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TinyPPL as a metalanguage for symbolic semantics

RJMaybeAKE =
∑

F⊆E RJAKF

RJassert(M)KE (γ) = RJif M then inl() else inr()KE (γ)

RJbind(M, x .N)KE (γ) =

RJcase(M, x .N, u. inr u)KE (γ)

RJif M then N1 else N2KE (γ) =

let F1 = RJMKE (γ)

F2 = E \ F1

(G1, v1) = RJN1KF1(γ|F1)

(G2, v2) = RJN2KF2(γ|F2)

in ((F1 ∩ G1) ∪ (F2 ∩ G2), v1 ⊔ v2)
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(G2, v2) = RJN2KF2(γ|F2)

in ((F1 ∩ G1) ∪ (F2 ∩ G2), v1 ⊔ v2)

Recall: ρ̂ ⊢ (e, σ̂) ⇚ (v̂ , σ̂
′, ψ)
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Assert
ρ̂(x) = [φ1 : true, φ2 : false]

ρ̂ ⊢ ((assert x), σ̂) ⇚ ((void), σ̂, φ1)
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Let
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Making contact with sheaf theory

Each type A is interpreted by:

• A set RJAKE for each subset E ⊆ Ω

• Restriction: (−)|F : RJAKE → RJAKF for all F ⊆ E

• Merge: (⊔) : RJAKE → RJAKF → RJAKE∪F for disjoint E ,F

• An empty element: ∅A ∈ RJAK∅

satisfying suitable laws.

Structures of this shape have been extensively studied by
mathematicians in the context of sheaf theory.
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The rest of the owl

RJBoolKE = {E ′ | E ′ ⊆ E}
RJA× BKE = RJAKE ×RJBKE
RJA+ BKE =

∑
E=F+G RJAKF ×RJBKG

RJA→ BK = RJAK⇒Sh RJBK

RJListAK = µX . 1Sh +Sh RJAK×Sh X

RJTreeAK = µX . 1Sh +Sh RJAK×Sh X ×Sh X

RJ{v : List Bool | len(v) = n}K = {v ∈ RJList BoolK | Jlen(v) = nK}
RJSetAK = RJListAK /Sh reordering

Everything remains correct by construction!

Categorical Semantics of Probabilistic Symbolic Execution (PLDI 2026)
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×Sh is the product of sheaves

Categorical Semantics of Probabilistic Symbolic Execution (PLDI 2026)
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The rest of the owl

RJBoolKE = {E ′ | E ′ ⊆ E}
RJA× BK = RJAK×Sh RJBK

RJA+ BK = RJAK +Sh RJBK

RJA→ BK = RJAK⇒Sh RJBK

RJListAK = µX . 1Sh +Sh RJAK×Sh X

RJTreeAK = µX . 1Sh +Sh RJAK×Sh X ×Sh X

RJ{v : List Bool | len(v) = n}K = {v ∈ RJList BoolK | Jlen(v) = nK}
RJSetAK = RJListAK /Sh reordering

Everything remains correct by construction!

+Sh is the coproduct of sheaves

Categorical Semantics of Probabilistic Symbolic Execution (PLDI 2026)
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The rest of the owl

RJBoolK = 1Sh +Sh 1Sh

RJA× BK = RJAK×Sh RJBK

RJA+ BK = RJAK +Sh RJBK

RJA→ BK = RJAK⇒Sh RJBK

RJListAK = µX . 1Sh +Sh RJAK×Sh X

RJTreeAK = µX . 1Sh +Sh RJAK×Sh X ×Sh X

RJ{v : List Bool | len(v) = n}K = {v ∈ RJList BoolK | Jlen(v) = nK}
RJSetAK = RJListAK /Sh reordering

Everything remains correct by construction!

1Sh is the singleton sheaf
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The rest of the owl

RJBoolK = 1Sh +Sh 1Sh

RJA× BK = RJAK×Sh RJBK

RJA+ BK = RJAK +Sh RJBK

RJA→ BK = RJAK⇒Sh RJBK

RJListAK = µX . 1Sh +Sh RJAK×Sh X

RJTreeAK = µX . 1Sh +Sh RJAK×Sh X ×Sh X

RJ{v : List Bool | len(v) = n}K = {v ∈ RJList BoolK | Jlen(v) = nK}
RJSetAK = RJListAK /Sh reordering

Everything remains correct by construction!

⇒Sh is the exponential of sheaves
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RJSetAK = RJListAK /Sh reordering
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RJListAK = µX . 1Sh +Sh RJAK×Sh X

RJTreeAK = µX . 1Sh +Sh RJAK×Sh X ×Sh X

RJ{v : List Bool | len(v) = n}K = {v ∈ RJList BoolK | Jlen(v) = nK}
RJSetAK = RJListAK /Sh reordering

Everything remains correct by construction!
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Takeaways

• Exact probabilistic inference can be implemented as symbolic
execution plus weighted model counting.

• State merging keeps the number of paths under control;
type-directed merging, à la Rosette, keeps symbolic values
small.

• Denotationally, symbolic execution lifts ordinary execution to
operate on random variables.

• Sheaves give a systematic, correct-by-construction way to
calculate symbolic representations of richer data types.
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Conclusion



Theme: PPLs at the intersection of PL and AI

PL

• Deductive reasoning, program
logics

• Formal verification

• Language interoperability

• Formal semantics

• Relative expressivity of languages

AI

• Scalable inference techniques

• Probabilistic modeling

• Tractable probabilistic models

• Broad application domains
(medicine, science, robotics)
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Links and more resources

• Ongoing course: https://sholtzen.dev/fall26-pwp/

• The LAFI workshop at POPL every year

• OPLSS course on probabilistic programming: https://www.
khoury.northeastern.edu/home/sholtzen/oplss24-ppl/

• Roulette source:

https://github.com/camoy/roulette/

• Seminar course on PPLs:
https://neuppl.github.io/CS7470-Fall23/
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